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Tt(-, •) - approximating optimal cost-to-go operator; Tt : В x В —>• В, where В is 
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Foreword

In this thesis the theory of optimal sequential decisions having a general recur­
sive structure is investigated via an operator theoretical approach, the recursive 
structure (of both of the dynamics and the optimality criterion) being encoded 
into the so-called cost propagation operator. Decision problems like Markovian 
Decision Problems with expected or worst-case total discounted/undiscounted 
cost criterion; repeated zero-sum games such as Markov-games; or alternating 
Markov-games all admit such a recursive structure. Our setup has the advan­
tage that it emphasizes their common properties as well as it points out some 
differences.

The thesis consists of two parts, in the first part the model is assumed to 
be known while in the second one the models are to be explored. The setup 
of Part I is rather abstract but enables a unified treatment of a large class of 
sequential decision problems, namely the class when the total cost of decision 
policies is defined recursively by a so called cost propagation operator. Under 
natural monotonicity and continuity conditions the greedy policies w.r.t. the 
optimal cost-to-go function turn out to be optimal, due to the recursive structure.

Part II considers the case when the models are unknown, and have to be 
explored and learnt. The price of considering unknown models is that here we 
have to restrict ourselves to models with an additive cost structure in order to 
obtain tractable learning situations. The almost sure convergence of the most 
frequently used algorithms proposed in the reinforcement learning community is 
proved. These algorithms are treated as multidimensional asynchronous stochas­
tic approximation schemes and their convergence is deduced from the main the­
orem of the second part. The key of the method here is the so called rescaling 
property of certain homogeneous processes. A practical and verifiable sufficient 
condition for the convergence of on-line learning policies to an optimal policy is 
formulated and a convergence rate is established.

The algorithms discussed in this thesis has been tried out on a real-robot with 
some success [36, 37] (the robot is shown in Figure 1). The experiments were 
analyzed by ANOVA and the results indicated the significant superiority of the 
model-based learning algorithms over the model-free ones. Although the learnt 
policy differed from that of a handcrafted policy, the respective performances 
were indistinguishable.

v
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Figure 1: The Khepera robot
The figures show a Khepera robot equipped with eight IR sensors, six in the front and 
two at the back, the IR sensors measuring the proximity of objects in the range 0-5 cm. 
The robot has two wheels driven by two independent DC motors and a gripper that has 
two degrees of freedom and is equipped with a resistivity sensor and an object-presence 
sensor. The vision turret is mounted on the top of the robot as shown. It is an image 
sensor giving a linear image of the horizontal view of the environment with a resolution 
of 64 pixels and 256 levels of grey. The horizontal viewing angle is limited to about 
36 degrees. This sensor is designed to detect objects in front of the robot situated at a 
distance spanning 5 to 50 cm. The image sensor has no tilt angle, so the robot observes 
only those objects whose height is exceeds 5 cm. The task was to find a ball in the 
arena, bring it to the stick which is in a corner and hit the stick by the ball so as to it 
jumps out of the gripper. Some macro actions such as search, grasp, etc. were defined 
and the number of macro actions taken by the robot until the goal was reached were 
measured. A filtered version of the state space served as the state space and the robot 
learnt a decision policy by the algorithms investigated in this thesis.
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Introduction

Abstract dynamic programming (ADP) analyses structural questions associated 
to sequential decision problems, based only on the recursive structure of such 
problems. It provides general tools for solving many kinds of sequential decision 
problems, such as ordinary Markovian decision problems with the total expected 
discounted cost [13, 65], worst-case cost [4, 28] (see Section 4.5), or exponential 
utility criterion [32, 6, 16], multi-step games (both alternating and Markov games 
[60, 17]) (see Example 0.1.4 and Section 4.4) or ’’mixed” sequential optimization 
problems where these various criteria and dynamics are combined [31].

The objective of this part of the thesis is to fill in some gaps in the theory 
of ADP. This part consists of two further chapters. In the next chapter, the 
evaluation of general (not necessarily Markovian) policies are defined, for the 
first-time, using cost propagation operators only. It is shown under a positivity or 
negativity assumption that when the cost propagation operator satisfies certain 
continuity properties, the optimal cost-to-go function remains the same as the 
optimal cost-to-go function defined for Markovian policies. Then related problems 
such as the convergence of the value iteration algorithm and existence of optimal 
policies are considered.

In the second chapter we consider increasing models under minimal continuity 
assumptions. It is shown that Howard’s policy improvement routine decreases the 
“long-term cost-to-go” but does not necessarily yield optimal policies even for 
finite models. We also give a description of the relationships of the key theorems 
for increasing models under the minimal continuity assumptions (see Figure 2).

Overview of Problems0.1

0.1.1 Notation

The relation и < v will be applied to functions in the usual way: и < v means 
that u{x) < v{x) for all x in the domain of и and v. Further, и < v will denote 
that и < v and that there exists an element x of the domain of и and v such 
that u(x) < v(x). We employ the symbol < for operators in the same way, and 
say that Sx < S2 (SUS2 : 7Z(X) -> ЩХ)) if Sxv < S2v for all v € ЩХ). If 
S : IZ(X) —» IZ{X) is an arbitrary operator then Sk (к = 1, 2, 3,...) will denote 
the composition of S with itself к times: S°v = v, S1v = Sv, S2v = S(Sv), etc.

Definitions0.1.2

First, we give a definition of abstract sequential decision problems.
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Figure 2: Relations among the statements concerning best stationary 
policies in models satisfying M,I and LSC.
The arrows indicate consequences, i.e., if an arrow points from one node to an­
other then the statement of the goal node is a consequence of the statement of 
the start node. Black dots denote the “and” operation, so, for example, from 
Tvoo = Voo and Гпоо ф 0 it follows that v*s = Voo. The arrows with white heads 
denote trivial assertions. The non-trivial relations are proved in the text.

Definition 0.1.1 An abstract sequential decision problem (ADP) is a quadru­
ple (X, A, Q, £), where X is the state space of the process, A is the set of actions, 
Q : [—со, оо]* —> [—oo, оо]**-4 is the so-called cost propagation operator and 
Í G Tl(X) is the so-called terminal cost function (TZ(X) = [—oo, +oo]A’ and 
TZ(X x A) = [—oo,-boo]**-4,).

The mapping Q makes it possible to define the cost of a decision (action) 
sequence in a recursive way: the cost of decision a in state x is given by (Qf)(x, a) 
provided the process stops immediately after the first decision and the terminal 
cost of stopping in state у is given by f(y).

Then action sequences can be evaluated via Q in the following way. The cost 
of the finite decision sequence (a0, ai,..., at) (the first decision is a0, the second 
is ai, etc.) can be built up working backwards from the last decision to the first. 
If the process starts in state x the cost of (a0, oi,..., at) is defined as

V(a0,ai....at)(x) = (Qv(ai t)) (*D ®o) j,a2,...,a

where
<W..,at)(z) = (Qv(a

etc. with the terminal condition i>{at}(:r) = (Qi)(x,at), i.e., in finite-horizon 
models the terminal cost function determines the terminal cost: when the final 
state is у the decision maker incurs a final cost of £(y)-

t)){x, ai).2,аз,...,а
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Infinite action sequences can be evaluated as the limit of the correspond­
ing finite horizon evaluations provided that the limit exists. If, for example, 
(Q£)(-,a) > I holds for all a € A then the derived sequence of functions is 
non-decreasing and thus the limit must exist.

Definition 0.1.2 Models satisfying

{Q£){-,a)>£ or (Q£)(-,a)<£ (1)

are called increasing models (resp. decreasing) } Accordingly Q is called increas­
ing (resp. decreasing), and these properties will be denoted by I and D, respec­
tively.

Markovian decision problems (MDPs) with the expected total cost criterion 
are the standard example of abstract sequential decision problems.

EXAMPLE 0.1.3 Finite Markovian decision problems with the expected total cost crite­
rion [7, 55]. (X,A,p, c) is called a finite MDP if the following conditions hold:

1. X and A are finite sets,

2. p\ XxAxX^tR and for each a £ A, p(-,a,-) is a transition probability 
matrix, i.e., 0 < p(x,a,y) < 1 J2ye^p(x,a,y) ~ * f°r x 6 %■>

3. с : X x A x X -A R is an arbitrary mapping.

For any given action sequence ao, oi,... this structure gives rise to a controlled Markov- 
chain, £t, whose dynamics is given by P{£t+1 = у | = x,at — a) = p(x,a,y), where
at is the action taken by the decision maker at time t and £o — xo- Precisely, to 
any action sequence ao,ai,... and initial state xo there corresponds a measure P = 

over which is uniquely defined by the finite dimensional probabilities 
P(xi,...xn) = p(xo,ao,xi)p(xi,ai,X2) ■ ■ .p{xn-i,an,xn). The objective is to select 
the actions so that the expected total infinite-horizon discounted cost,

p
-L lOjflOjfllv

oo

Fx0 ^ 7 c(£t> ati £t+i)]>
t=0

is minimized for any given initial state xo, where the expectation is taken w.r.t. P = 
.. Here 0 < 7 < 1 is the so-called discount factor. If 7 = 1, i.e., when the 

costs axe not discounted then boundedness questions may arise [7]. Let 00,01,02,.. 
denote an action sequence and let the evaluation of it, for the initial state x E X, be

px zo>ao,ai,..
* 5

1The rationale behind this terminology is that with increasing models the costs incurred by 
the decision maker increase (resp. decrease) with time.
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^{<10,01,...} (я) = ■E'xE£o7tc(6iOt)6+i)]- ВУ the properties of conditional expectation 
we easily obtain

Ex0[ £~o 7*с(&,а*,&+1)]

= ДгоИ&ьа/ьб)] + Ex Q 7<с(6, ati 6+1)]

(2)

t=i
OO

= 5^p(a:o,ao,y)( с(ж°,а°,у) + 7£*0[^7*с(&+ьат,ft+2) | £i = v]
ye*

= 2Ü2 p(xq, ao, y) ( c(®0, ao,y)+ 7^{aba2t.
s/e* V
^0^(01,02,••■}) ao)

provided that Q : 7?.(Л’) —> 7£(A x A) is defined by

(Qf)(x, a) = c{x, a) + j^2 P(x> °> v)V(l/)-
ye*

Note that Q incorporates both the dynamics (p(x, a, y)) and the cost-structure (c(x, a, y)) 
of the decision problem and, by Equation 2, action sequences can be evaluated using 
Q only without any reference to p or c. If £(x) = 0 for all x € X then (1) is equivalent 
to ^убД.р(а:,а,у)с(ж,а, у) > 0 holding for all (x,a), i.e., that the immediate averaged 
costs should be non-negative. Thus, inequality (1) can be viewed as the reformulation 
of the conventional assumption of negative dynamic programming [65]. (It is negative 
since in [65] or [13] the decision problem is given in terms of a reward function which 
is related to the cost function by r(x,a) = —c(x, a), and so the immediate rewards 
are negative if the immediate costs are positive.) For a concrete example of a MDP 
rewritten in terms of the Q operator see Example 0.1.14.

Another class of decision problems which can be formulated in the framework 
of abstract dynamic programming are multi-step sequential games. For example 
two-player, zero-sum alternating Markov games have the following interpretation 
in our model:

t=о
..}(y)^

(3)

EXAMPLE 0.1.4 Alternating Two-player Zero-sum Markov Games [60, 17]. Let X be 
the state space, A the action space and assume that X is divided into two disjoint 
parts: X = Xi U X2. When x £ Xj, Player i chooses the action (г = 1,2). The 
transition probability function, p, is defined and interpreted as in Markovian decision 
problems. Further, let с : X x A x X —> R be an arbitrary mapping, the one-step cost 
mapping from the point of view of Player 1. The game is assumed to be zero sum 
for each step: when Player 1 incurs the cost c(x,a,y), his opponent incurs the cost 
—c(x,a,y). Player 1 wants to minimize the expected total cost, while Player 2 wants 
to maximize it. The optimality criterion is minimax optimality: the maximizer (Player 
2) should choose actions so as to maximize the cost of Player 1 in the event that it (i.e., 
Player 1) chooses the best possible counter-policy. An equivalent definition is for the
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minimizer to choose actions to minimize its cost against the maximizer with the best 
possible counter-policy. A pair of policies is said to be in equilibrium if neither player 
has any incentive to change policies if the other player’s policy remains fixed. Prom 
the point of view of Player 1 playing this game is equivalent to the ADP (dfi, A, Q, 0) 
with Q : [—oo, oo]*1 —>• [—oo, oo]*^-4 given by

Л p{y, b, z) (c(rr, a, y) + c(y, b, z) + /(z)) •(Qf)(x,a) = ]Гф,а,у) max
белyex zex

If Player 1 uses the optimal policy corresponding to (X\ ,A, Q, 0) and Player 2 chooses 
the best possible counter-policy then these policies can be shown to be in equilibrium
[60].

The history of a sequential decision process up to the ith stage is a sequence 
of state-action pairs: (x0,a0,xi,ai,... ,xt-i,at-i). This will be called the his­
tory at time t and we will define the ith history space as the possible histories 
of the process up to the time instant t: Ht = (A x X)1 will be called the ith 
full history-space. For brevity elements of Ht will often be written as the con­
catenation of their components, i.e., if h = ((at,xt), ■ ■ ■ ,{ao,x0)) then we will 
write h = atxt... a0x0. Further, for any pair hi = ((at,xt),..., (а0,ж0)) and 
h2 = ((a's,x's),..., (a'0,x'0)) we will denote by /11/12 the concatenation of hi and 
h2: ((at, xt),..., (a0, ж0), (a's,x's),..., (a'0, a;'0)). Note, that as Ht is a history space 
the ordering of the components of its elements is important and we admit the 
assumption that the ordering of the components corresponds to the time order, 
i.e., (at,xt) is the most recent element of the history.

Definition 0.1.5 A policy is an infinite sequence of mappings:

7Г (7Г0, 7Tl, ■ • • , 7Tf, • . •),

where nt : X x Ht —> A, t > 0. If Tvt depends only on X then the policy is 
called Markovian, otherwise, it is called non-Markovian. If a policy is Markovian 
and 7rt = 7To for all t then the policy is called stationary, otherwise, it is called 
non-stationary Markovian. Stationary policies will also be called selectors.

Policies can be evaluated using the Q operator similarly to the evaluation of 
action sequences. In order to simplify the notation let us define “policy-evaluation 
operators”.

Definition 0.1.6 If it E Ax is an arbitrary selector let the corresponding policy- 
evaluation operator T’n : IZ(X) —> R(X) be defined as

{Tnf)(x) = (Qf)(x,n(x)).
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The evaluation of Markov policies can be defined recursively as follows: If v 6 
Tl(X) is the evaluation of the i-step Markov policy 7г' = (7Г1,... ,nt), i.e., v(x) 
is the total cost incurred when n1 is executed then from the definition of Q we 
have that (Qv)(x,n0(x)) = (Tnov)(x) is the cost of using 7r0 in state x and using 
7t' afterwards.

Definition 0.1.7 (Bertsekas, 1977) The evaluation function (or cost-to-go 
function) of a finite-horizon Markov policy n = (7Го, ni,, nt) is defined as vn — 
TnoTni ■ ■ ■ Tnt£, while the evaluation function of an infinite-horizon Markov policy 
n = (7Г0,7ГЬ ..., nt,...) is given by

(4)T Í• • x nt**-vw = lim Tn Tni .
t—XЮ

If the policy is stationary (nt = n0 for all t > 0) this reduces to

(5)vn = lim Tff i.
71—>00

In what follows selectors will be identified with the stationary Markov policy 
which they define and thus we can speak about the evaluation (the infinite horizon 
cost associated with the underlying stationary Markov policy) of a selector. The 
evaluation of arbitrary policies is more complicated and is the subject of the next 
chapter.

Example 0.1.8 Consider a finite mdp (X, A,p, c) (cf. Example 0.1.3). Let n be any 
policy. Then for all xo € X -it generates a unique measure P = PXo,ж over which is 
defined through

P{x0, xi,...,xn) = P(x0, a0, xi)P{xi,ai,x2) ■ ■. P(xn_i, an_b xn),

where ao,...,an_i is recursively defined by ao = 7Го(о;о), ai = 7Ti(xx,aoxo), -- 
and an-i = 7rn_i(xn_x,an_2Xn_2 .. ■ ao^o)- Clearly, one can construct a random se­
quence (£n,an) e X x A (the controlled object) s.t. P(^n+x|a„,^n,..., а0,£о) = 
P(£n,«n,£n+l) where an = 7rn(£n, an_x^n_x... a0£o)-

The definition of policies can be extended to involve randomized policies, which 
will be needed in Part II. In this case nn : X x Ht —t П(Т) and P = PXo,n becomes a 
measure over {X xif determined by the sample path probabilities

P(x0,a0,...,xn,an) = TT0{xo)(a0)P{xo,ao,xi)ni(xi,aoXo)(ai)...
P(xn—i, ®n-1 j xn)nn(xn, an_ix„_x... a0x0) (fln)i

and an of the controlled object (fn, an) should now satisfy

P{&n\fn, an—l, Cn-li ■ • ■ a0, Co) = nn(fn, Q!n—lCn—1 • • • QioCoX^n))

while the state-process, £n, is as before.
The evaluation of a policy 7r in state xq is defined to be E 

where the expectation is taken w.r.t. P._
coincides with Definition 0.1.7 for (non-randomized) Markovian policies.

* ?

[E“o 7*0(6, at> 6+1)], 
Later we will see that this definition

XQ,TT

X0,7T*
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Notice that in the case of infinite horizon evaluation the intuitive meaning 
of terminal costs disappears as there is no terminating step. In some cases the 
evaluation of policies can still explicitly depend on i.

Definition 0.1.9 If the evaluation of infinite-horizon policies is independent of 
I, i.e., if any other bounded function P yields the same cost-to-go functions, then 
the decision problem is said to be stable, otherwise it is said to be sensitive.2

If the decision problem is stable (such as when Q is a contraction w.r.t. the 
supremum-norm) then the structure of the decision problem is simple, otherwise 
it can be quite complicated.

0.1.3 Objectives
The objective of the decision maker is to choose a policy in such a way that the 
cost incurred during the usage of the policy is minimal. Of course, the best cost 
that can be achieved depends on the class of policies available for the decision 
maker.

Definition 0.1.10 The sets of general, Markov and stationary policies are de­
noted by Пg, Пт and П5, respectively. Further, let

be the optimal cost-to-go function for the class Пд, where A is either g or m or
s.

For any e > 0 and fixed x G X the decision maker can assure a cost-to-go less 
than п*л(ж) + e by the usage of an appropriate policy from Пд. However, this 
policy may depend on x.

Definition 0.1.11 Let

Ua{v) = {тг e Пд IV*. < v},

that is Пд(и) contains the policies from Пд whose cost-to-go is uniformly less 
than or equal to v. A policy is said to be (uniformly) e-optimal if it is contained 
in П9(г>*9 4- e).3

The objective of abstract sequential decision problems is to give conditions under 
which Пд(п*3 +e) is guaranteed to be non-empty when e > 0 or e — 0. From the 
algorithmic point of view the question is how to find an element of Пд(п*э + e) 
for a given e > 0 (A G {a, to, s}).

2The notion of stability for MDPs has been introduced and discussed in [86].
3If v is a real valued function over X and e is real then v + e stands for the function v(x) + e.



12

Definition 0.1.12 Elements ofUg(v*9), Um(v*9), andUs(v*9) are called opti­
mal, optimal Markovian and optimal stationary policies, respectively.

Similar questions can be posed when the set available policies is restricted to the 
set of Markov, or stationary policies.

Definition 0.1.13 Elements of TLm(v*m) (IIs(n*Ä)) are called best Markovian 
(stationary) policies.

< v*s since ns С Пто C ns, so the existence of best 
stationary policies (i.e., if ПДи*5) is non-empty) is easier to ensure than that of 
optimal stationary policies. It may happen that ns(u*s) is non-empty and IIs(u*ff) 
is empty but the converse can never hold. A best stationary policy is also optimal 
if v*s = v*9 so the existence of optimal stationary policies can be reduced to the 
solving of the inequality IL,(u*s) Ф 0 and the equality v*s = v*9. Thus, it is 
reasonable to restrict our attention to stationary policies and algorithms that 
contain elements from ns(t>*s) if there are any. This is exactly the approach of 
Chapter 2.

It is clear that v*9 < v *771

0.1.4 Algorithms
There are two sorts of algorithms which are best illustrated for Markovian decision 
problems with the expected total cost criterion, the value iteration [4] and the 
policy iteration [32] methods. Both are based on the fact that greedy policies 
w.r.t. the optimal cost-to-go function (u*s) are optimal. A policy 7r is said to be 
greedy w.r.t. the function v if it satisfies the equation

(Qv)(x,7t(x)) = inf (Qv)(x, a).
aeA

For convenience, we will write the right-hand side (RHS) of the above equation 
in the more compact form (Tv)(x), where T : 72.(A) 7Z(X) is given by

(Tv)(x) = inf (Qv)(x, a).
aeA

Also for notational convenience we will define the greedy policy operator, Г, as 
the operator that maps functions of 7l(X) to sets of stationary policies with every 
7Г € Гп satisfying Tnv = Tv. .

Value iteration is based on the Bellman optimality equation which states that

v*9 - Tv*9.

In discounted MDPs greedy policies w.r.t. v*9 are optimal, so a knowledge of v*9 
is sufficient to find an optimal policy. Since v*9 is the fixed point of the operator 
T it is reasonable to seek it by the method of successive approximations that 
computes successive estimates of the fixed point of T as vn+i = Tvn with suitable
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chosen v0. If v0 = I then lim^oo is denoted by v^. This choice of initial 
evaluation is reasonable since then vn is equal to the optimal n-horizon cost-to- 
go function. (For stable problems v0 can be any other function.) Further, it can 
be shown that Uqo < v*9. In practice for each n a greedy policy 7rn w.r.t. vn is 
generated. For finite decision problems ттп will be optimal after a finite number of 
steps [19], meaning that the value-iteration algorithm can be made to terminate 
after a finite number of steps. The following example shows that without value 
iteration does not necessarily converge to v*9.

Example 0.1.14 [20] Let A = N and let X = Z, l = 0. Let

if x — 0;
(Qf)(x,a) = l + /(—1), if ж = 1;

./(*- 1), if я?6 0,1.

' f(a + 1),

Then
" infa>0 /(a), if ж = 0;

if ж = 1; 
if ж Ф 0,1;

(Tf)(x,a) = \ l + /(-l), 
. /(*- !)>

This example corresponds to a deterministic decision problem with additive cost cri­
terion. In state 0 one may choose any state ж > 0. After this decision the dynamics 
cannot be controlled anymore: state ж is followed by state ж — 1 except when ж = 1. 
When ж = 1 then the next state is —1 and a cost 1 is incurred. The optimal cost-to-go 
function is given by

-{£ if ж > 0; 
otherwise.v*9(x) = v*°(x)

Let vn = Tnl: u , if 1 < ж < n; 
, otherwise.vn(x)

Then vn /* Vqo, where
, if ж > 1;
, otherwise.

On the other hand, T(limn_>.oo vn) = Tv ж = v*9 > — lim
is not lower-semicontinuous. It is obvious that Q is monotone, increasing and lower- 
semicontinuous. Simple case analysis shows that Tv*9 = v*9. There is no e-optimal 
policy when 0 < e < 1, but for each n E N there exists optimal n-horizon policies, even 
stationary ones: simply let 7r(0) > n.

Voo(z)

Tvn meaning that T71—KX)

Policy iteration (PI) generates a sequence of policies, тгп that satisfy the re­
lations 7Tn+1 G Гг>7гп or ТПп+1ьЖп = Tvnri. Note that this method involves the 
calculation of vnn which can be hard to do in the general (non-linear) case. For 
Markovian decision problems vnjl drops out as the solution of some linear system 
of equations. In addition, for discounted Markovian decision problems, the policy 
iteration method is known to converge in a finite number of steps provided that 
both X and A are finite.



Chapter 1

Non-Markovian Policies

1.1 The Fundamental Equation
In this section we define the evaluation function associated to non-Markovian 
policies and derive the fundamental equation of dynamic programming.

Definition 1.1.1 If n — (7r0, tti,... ,7rt,...) is an arbitrary policy then -к1 de­
notes the t-truncation of 7г: 7Г* = (7Г0, ... ,nt). Further, let Vt and V denote the
set of t-truncated policies and the set of (infinite horizon) policies, respectively. 
The s-truncation operator for t-truncated policies is defined similarly if s <t.

Definition 1.1.2 The shift-operator S(XtCl) for any pair (x,a) G X x A is de­
fined in the following way:

F(x,a)7f ^l) ■ • ■)>

where tc[ is defined by

K(y,h) = TTt+i(y,hax),

for allt> 0. We shall write ttx for S^x^x))n and call тгх the derived policy. 
For finite-horizon policies S(XiCl) is defined in the same way just now 5(Ж)а) :

Vt —> Vt~i,t > 1.

у G X, h G (.A x X)

The above definition means that 7rx G Vt-1 holds for any 7r G Vt and x G X. The 
following proposition follows from the definitions and thus we omit its technical 
proof.

Proposition 1.1.3 -Kt,x = ttx,t~1 and thus if tt G Vt then пг’х = -Kx,t~l G Vt~i, 
t > 1.

Now we are in the position to give the definition of the evaluation of policies 
with finite horizon.

15
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Definition 1.1.4 If nг £ Vo, *-е., 7г = (то) then vn(x) = (Q£)(x, тг0(х)), where 
i G 1Z(X) is the terminal cost function. Assume that the evaluation of policies 
in Vt is already defined. Let ix G Vt+i ■ Then

Vn(x) = (Qv„*)(x, тго(х)). (1.1)

Since nx G Vt, vnx is already defined and thus (1.1) is well defined. One can 
interpret this definition as follows: ttx is the policy that is applied after the first 
decision. The cost of this the derived policy is vnx. This cost together with the 
cost of the first decision (the first decision is n0 (x) in state x) gives the total cost 
of the policy.

Example 1.1.5 If 7r is a i-horizon policy in an MDP (X,A,p,c) (cf. Example 0.1.3) 
and we set

' t
vW(x) = E ^7M£„,an,£n)Uo = * ,

_n=0

as usual, where an = 7rn(£n,0!n_i£n_i... a0£o) and P(£n+1 = У \ anfn ■ ■ ■ cx0fo) = 
р{£п,(*п,у), P{£о = x) > 0, x E X (i.e., ((„, an) is the controlled object corresponding 
to 7Г but when £o is random), then one sees easily that = v„\ where vft is the 
evaluation of тг in the sense of Definition 1.1.4 in the ADP (X, A, Q, £) with

(Qf)(x,a) = ^p(x,a,y)(c(x,a,y) +7/(y)),
yex

and £(x) = 0 for all x G X.

The evaluation of infinite horizon policies can be defined as the limit of the 
evaluations of the finite horizon truncations of the policy:

Definition 1.1.6 Let к G V = Voo■ Then the total cost of policy for initial 
state x is given by

vw(x) = liminf vnt(x),
t-У oo

This definition takes an optimistic point of view since it involves the liminf of 
the costs.

x E X.

Example 1.1.7 Continuing the above example, if 7r is an arbitrary policy then (by 
boundedness)

OO

=f E Y 7nc(£n, an, £„) I & = xvn(x)
.71=0

Г t
= ,lim E YlncÁfn,anAn)\ío = x ,

t—¥ OO '
_7l=0

and so vn = vn.
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Definition 1.1.8 Q is said to be monotone if Qv < Qu whenever и < v.

In what follows we will always assume that Q is monotone.

Definition 1.1.9 Operator Q is called lower semi-continuous (LSC) on the set 
D(X) C 1Z{X) if for every (pointwise) convergent sequence of functions Vt E 
D(X) for which vt < lim^oo vt,

lim Qvt — Q(lim vt)
t—>oo t—too

holds. Similarly Q is called upper semi-continuous on the set D(X) if for every 
(pointwise) convergent sequence of functions vt E D(X) for which vt > lim^oo у* 
we have

lim Qvt = Q(lim vt)
t—KX) t—юо

If Q is increasing (decreasing) then the domain D(X) over which the desired 
property is required is D(X) ={u£ IZ(X) \£ < v} (D(X) = {v E 1Z(X) \£ > г;}). 
In such cases the domain will not be mentioned.

In his seminal paper Bertsekas investigated operators which are LSC only 
for increasing sequences of functions [6]. Trivially, property LSC implies this 
property. It is not very hard to show that the reverse implication holds as well, so 
these too concepts are in fact equivalent. The notation of upper semi-continuity 
(USC) and the corresponding notion of USC on decreasing function sequences 
(USCD) are again equivalent.

In harmony with [20] the equation of the next theorem will be called the 
fundamental equation (FE). Indeed we will find that this equation plays a central 
role in the development of the theory.

Theorem 1.1.10 Assume that at least one of the following conditions hold:

a) Q is LSC and I;

b) Q is USC and D;

c) Q is continuous.

Then
«»(*) = oM). (1.2)

Proof. We prove the equation under Condition a. The other cases may be treated 
similarly. First, we need the following proposition:

Proposition 1.1.11 Let n be an arbitrary policy. If the ADP is increasing then 
vnt is increasing and £ < v*9.
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Proof. Let us consider vnt+i:

»»•+■(!) = (Qv„t+l.*)(x,TT0(x)) = (Qv**,t)(x,n0(x)) (1.3)

Notice that vßo > £, where p denotes an arbitrary policy. By definition we have 
that vni(x) = (Qvnx,o)(x, 7To(rc)). Now, since nx is just another policy we have 
that vnx,o > Í. From the monotonicity of Q we have that Qvnx,о > Q£ and 
consequently that v„i > vno.

Now, let us assume that we have already proved up to t that for all policies p 
there holds an inequality such that vpt > гу-i. Let 7r be an arbitrary policy and 
let us apply the induction hypothesis on p = nx. This leads to vnx,t > vnx,t-1. 
Again, applying Q on both sides and using Equation (1.3) we obtain the desired 
inequality.

Now let vt = vwt and let p = nt+l. By definition vß(x) = (QVfj,x)(x, p0(x)). 
According to Proposition 1.1.3 px = nt+l,x = Trx,t and p0 = n0 thus

□

Vnt+l(x) = (Qvnx,t)(x,7To{x)). (1.4)

Now, let t tend to infinity and consider the liminf of both sides of the above 
equation:

vn (ж) = lim inf vnt+1 (x)
t—>oo

= liminf(Qtv,t)(:r,7ro(a;)) 
i->oo

= (Q[lim и»*.‘])(ж,7Го(а;)) 
t—>co

= (Qv,r)(x,iro(x))

where in the first equation the definition vnx = lim infj^oo vnx,t and in the second 
equation Equation (1.4) was exploited, while in the third equation we used that 
v^x,t is an increasing sequence, which was shown above, and that Q is LSC, and 
in the last equation v = Ит$_юо vnx.t was utilized which holds since v^x.t is an 
increasing sequence. □

Corollary 1.1.12 Under the conditions of the above theorem vnt converges to 
vn, i.e., in Definition 1.1.6 liminf can be replaced by lim.

Corollary 1.1.13 Under the conditions of Theorem 1.1.10 the evaluation func­
tion of Markovian policies in the sense of Definition 1.1.6 coincide with their 
evaluation functions in the sense of Definition 0.1.7. Moreover, if n is a station­
ary policy and if Q is I (D) and LSC (USC) then Tf£ is increasing (decreasing) 
and — T^Vjf.
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Proof. In Definition 0.1.7 the evaluation of a Markovian policy

ТГ (тго, 7ГX, . . . , 7Tt, . . .)

was defined as the limit
(Тп0 ■ • ■ (TirtI)). ■Vn(x) lim

t—>oo

lim ТЖ0... T
t—> oo

However, it is easy to see that T^0 ... T^t_fT^tl = so by Corollary 1.1.12 the 
definition of Bertsekas coincides with ours for the case of Markovian policies. The 
second part comes from the convergence properties of monotone sequences. □

TntL7Tt_l

Uniformly Optimal Policies1.2
Definition 1.2.1 The optimal cost-to-go function is defined by

v*9(x) = inf vn(x). 
irev

A policy is said to be optimal if vn = v*9.

We will now investigate the properties of v*9 and its connection with optimal 
policies. Firstly, we relax the notion of optimal policies.

Definition 1.2.2 Policy tt is said to be uniformly e-optimal if

v*9(x)+e, ifv*9(x) > -oo;
-1/e,{vn{x) < otherwise

holds for every x G X.

Theorem 1.2.3 If the FE is satisfied then for alle > 0 there exists an e-optimal 
policy.

Proof. Pick up an arbitrary x e X. By the definition of v*9(x) there exists a 
policy x7r for which vxn(x) < v*9(x) + E when v*9(x) > —oo and vxn(x) < —1/e, 
otherwise. We define a policy which will be e-optimal by taking the actions 
prescribed by x7r when x is the starting state of the decision process. The resulting 
policy is called the combination of the policies x7r. Formally, 7r0(a:) = х7Го(а;) and

7Tt(x, haoXo) — xo^t(x, ha0xo).

We claim that vw(x) = vx7r(x) and thus 7Г is uniformly e-optimal. Indeed, 7rx = 
(хт)1 and tt0(x) = x^o{x) and so

vAx) = {Qvxn*){x, n0{x)) 

= (Qvxtt*)( X,xTT0{x))

= v,*(x)-
□

* ■.* 
•;;?V
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1.3 Finite Horizon Problems
Definition 1.3.1 The optimal cost-to-go function for n-horizon problems is de­
fined by

v*nA(x) = inf ' vw, 
név*

where
VA = {nn I 7Г <E Пд },

Д G {g,m, s}.

It is clear that v„A(x) = т^еПд vnn since since VA = {7rn | 7r € Пд }. Further, 
if Q is increasing (decreasing) then v*A < v*A (п*л > v*A) and {u*A}n is an 
increasing (decreasing) sequence since for all policy n, vnn < vnn+i < vn (vnn > 
vwn+i > v-fi). Moreover, v*9 < v*m < v*s and v*9 < v*m < v*s.

Definition 1.3.2 The optimal cost-to-go operator T : TZ(X) —> 1Z(X) associ­
ated with the ADP (X, A, Q, I) is defined by

(Tf)(x) = Jnf^(Q/)(rr,a).

Theorem 1.3.3 (Optimality Equation for Finite Horizon Problems) 
The optimal cost-to-go functions of the n-stage problem satisfies

v*g = v*m 
un un

provided that Q is USC and the FE is satisfied.

(1.5)= Tn£

Proof. We prove the proposition by induction. One immediately sees that the 
proposition holds for n = 1. Assume that we have already proved the proposition 
for n. Firstly, we prove that Tn+1£ < w*+1. Note that this inequality will follow 
from the FE and the monotonicity of Q alone: no continuity assumption is needed 
here.

Let 7Г E Vn+1. We show that Tn+1£ < vn. By the induction hypothesis 
(Tn+l£)(x) = (Tv*9)(x). According to the FE vn(x) = (Qv)(^,7Го(:г)). Since 
тгх E Vn so vnx > v„9. Since Q is monotone it follows that

(Tv*n9)'(x)= inf (Q<s)(x,a) <
aeA(i)

inf (Qvnx)(x,a)
aeA(i)

< (Qvirx)(x,n0(x)) ^ vn(x).

This equation holds for arbitrary тг E Vn+i and thus Tv„9 < v^9+1. Using the 
induction hypothesis we find that Tn+1£ < v^9+l.

Now let us prove the reverse inequality, i.e., that v*^+l < Tn+1£ holds. Let us 
choose a sequence of Markovian policies тгк E Vn such that vnk converges to u*m. 
Clearly, vnk > v*m. Now let pj : X —> A be a sequence of mappings satisfying

ь-
i
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linij-yoo = Tv*9. Now consider the policies vktj = irk 0 ^ £ Vn+\- the
first n actions of uk,j are the actions prescribed by nk while the last action is the 
action prescribed by Hj. It is clear that v*^+l < v 
equality follows from the FE. Taking the limit in к we get that

- a,1’«”'*=^=T»v

*771 = Tßj v7Tk: the last< vn+1 vk,j

*m

holds owing to the choice of the policies nk and since Q is USC. Now taking the
*m _ j^n+lßlimit in j the induction hypothesis yields that v„9+1 < < Tv*

which finally gives that v„9+1 = v= Tn+ll, completing the proof. □
The following examples (taken from [6]) show that the conditions of the pre­

vious theorem are indeed essential for the theorem to hold.

Example 1.3.4 Let X = {0} and A = (0,1], £(0) = 0, and

Г 1, if /(0) > 0;
\ a, otherwise.

Note that Q is I, LSC, T is LSC but Q is not USC. It is easy to see that 0 = ^(O) = 
(Tn£)(0) < u*ff(0) = 1 = u*9(0) [in >2.

Example 1.3.5 Let X = {0}, A = (—1,0], £{0) = 0 and

IOf) = T' if Z(°) > -l;
' \a + f(0), otherwise.

In this example Q is D but not USC. Vn9 {0) = — 1 but (Tni)(0) =

(Qf) =

—n.

The Optimality Equation and the Conver­
gence of Value iteration

1.4

Let us consider the sequence of optimal n-horizon cost-to-go functions, {r;*9}. 
If u*9 converges to v*9 then v*9 can be computed as the limit of the function 
sequence v0 = £, vt+i — Tvt provided that Q is USC and the FE holds. The 
convergence of w*9 to v*9 expressed in another way means that the inf and lim 
operations can be interchanged in the definition of v*9:

v*9 — inf lim vnn = lim inf vwn = lim v*9.
neV n-yoo n—¥oon£V n—>oo

Definition 1.4.1 Let v°° e ЩХ) denote the function obtained as the limit

Voo = lim TnI.
71—>00

If Q is increasing and LSC (D and USC) then since Tni is an increasing (de­
creasing) sequence Tni is convergent, v°° is well defined and if T is LSC then 
Tv°° = v°°.

(1.6)
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Theorem 1.4.2 The following statements hold:

1.
(1.7)lim sup u*9 < v*9.

n—»oo

2. If Q is D and USC then lim andu*9 = v*9 — v*m
Tl-LOO

Tv*9 = v*9. (1.8)

3. Assume that Q is I, LSC, T is LSC and there exists a mapping тт : X —У
v*9 = v*s andA such that Tnv= Tv^. 

v*n9 = v*9.
Then Tv*9 = v*9, Voo

lim7i—» OO

Proof. First, let us prove (1-7). For this choose an arbitrary x G X and a number 
c s.t. c > v*9{x). By the definition of v*9 there exists a policy tt G V such that 
VtT(x) < c. Furthermore, since v„(x) = lim^t*, v^{x) there exists a number n0 
such that from n > n0 it follows that vnn(x) < c. Thus, if n > n0 then there 
holds that v*9(x) < c and consequently limsupn^0O v*9(x) < c. Since c and x 
were arbitrary, we obtain the desired inequality.

Now we show that if Q is D then lim^,*, v*p = v*p where P С V is arbitrary. 
Observe that by Proposition 1.1.11 v+> < vnn and thus v*p < u*+x < v*p for 
all t. Let 7Г e P be arbitrary. Then also v*p < v^n. Letting n tend to infinity 
and combining the result with Inequality 1.7 yields v*F < limn^ooU*^3 < vn, and 
hence

v*p = lim v*p.
71—» OO

Now, we prove that v*9 — Tv*9. Note that by Theorem 1.1.10 the FE holds 
so the Finite Horizon Optimality Equations hold (cf. Theorem 1.3.3). By (1.9) 
V* > u*+1 —>■ v*, n —> oo and Q is USC so Tv* —> Tv*, n —>■ oo. But Tu*9 = u*+1 
by Theorem 1.3.3 and by Equation (1.9) u*9 —» u*9, so Tu*9 —> u*9 and thus 
Tv*9 = v*9. Finally, since by Theorem 1.3.3 u*9 = u*m and for all policy 7Г, 
Ujr < vnn (since Q is D), it follows that u*9 = v*m.

Now, let us prove the third part. Since Tn£ is increasing and converges to Uoo 
and Q is LSC we have that Tuqq = T(lim 
Uoo < v*9 < v*s it is sufficient to prove that u^ = v*s. Let us consider the policy tt 
whose existence is stated in the condition of the proposition: T^uто =Tv00. Since 
£ < Uqo < ^7г thus also Tn£ < Т^и^ < Тжиж. Exploiting the fact that Tu^ = Uqo 
yields TttUqo = Uqo and also by the LSC of Q T^v^ = vn, so Tn£ < Uoo < vw. 
Repeating this argument one gets T"£ < u^ < vn and letting n —> oo yields that 
vn = Uqo, meaning that v*s < Uqo and u*s = Uqo- Since Tni < u*9 < u*9 we also 
have that u*9 —>• u*9, n —> oo.

Equation (1.8) is called the Bellman Optimality Equation and plays a fun­
damental role when solving sequential decision problems. Example 0.1.14 shows

(1.9)

ТЧ) = lim TTnI — Uqo. Since71—»OO71—»OO

□
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that T can be non-LSC even if Q is increasing and continuous, in which case 
(1.6) may not hold.

The next example shows that v*9 = Voo still does not necessarily hold even if 
both Q and T are I and LSC.

Example 1.4.3 [6] Let X = {0,1}, A = (-1,0], l = -1 and

a, if /(1) < -1 or x = 1; 
, otherwise.(0/)(*>o)

Now Q is I and LSC as is T, but Uoo(0) = — 1 < 0 = u*9(0).

1.5 Existence of Optimal Stationary Policies
Definition 1.5.1 A stationary policy ф is said to be greedy (myopic) w.r.t. v
if

ТфП = Tv,

i.e., if for each x G X (Qv)(x, ф(х)) = (Tv)(x).

In ADPs “greediness” w.r.t. v*9 and optimality are intimately related as shown 
by the next theorem:

Theorem 1.5.2 If the FE holds and the stationary policy ф is optimal then

ТфП*9 = v*9.

If the Bellman Optimality Equation Tv*9 = v*9 holds then the following state­
ments hold, as well:

1. If the FE holds then optimal stationary policies are greedy w.r.t. v*9;

2. If Q is I (D) and LSC (USC) then if there exists an optimal policy then 
there is one which is stationary;

3. If Q is I and LSC then ф is greedy w.r.t. v*9 iff ф is optimal.

Proof. Equation (1.10) follows immediately from the FE (Equation (1.2)) and 
the equations иф = v*9 and фх = ф.

Now, assume that the Bellman Optimality Equation holds. Then immediately 
ТфУ*9 — v*9 = Tv*9, showing part 1. Now, let us turn to the proof of part 
2. The proof is presented only under the condition that Q is I and LSC, the 
proof of the other case follows analogous lines. Let n be an optimal policy with 
7Г = (7г0, 7Г!,..., 7rt,...). For any selector p define Pß : 1Z(X x A) —> as
(Pßv)(:r) = v(x,p(x)). It is immediate that Pß is M. By Theorem 1.1.10 the FE

(1.10)

v,(x) = (Qv,: )(x,7T0!>:)J
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(P*oQv**)(x) using theholds, and now it can be written in the form vn(x) 
operator just introduced. Now, since vnx > v*9 and Q and Pno are M, we have 
by the optimality of 7r that

u*9(z) = vw(x) = (PnoQvnx)(x) > (PW0Qv*9)(x) = CTnov*9)(x).

Since Tno > T, so (Twov*9)(x) > (Tv*9){x) = v*9(x) and thus

v*9 > Tnov*9 > v*9.

By induction we get that T™0v*9 = v*9 holds for all n = 1,2,.... On the other 
hand, if Q is I and LSC then Proposition 1.1.11 yields I < v*9 < v„0 and thus, 
by Corollary 1.1.13, vno <— T™q£ < T™Qv*9 = v*9, n —> oo, showing that vno = v*9.

The third part follows easily: Since we know that Tv*9 = v*9 and by as­
sumption ТфУ*9 — Tv*9, thus ТфУ*9 = v*9. Consequently for all n = 1,2,... 
ТфУ*9 — v*9. Since I < v*9 < Уф and since Q is I and LSC so T^v*9 converges to 
Уф and therefore Уф — v*9.

Bertsekas proved a somewhat weaker statement, similar to the second part 
(see Prop. 7 of [6]), namely that if there exists a Markov policy which is Markov- 
optimal then there exists a stationary policy which is also Markov-optimal.

We have seen that in continuous, increasing models the set of optimal sta­
tionary policies coincides with that of the greedy policies w.r.t. v*9. However, 
we have not obtained any similar results for decreasing models. The following 
examples show that without additional requirements on Q we cannot expect to 
get any such result:

□

Example 1.5.3 (Idea based on [20]) Let X = {0,1} and A = {0,1}. Let Q be 
defined as follows: (Q/)(0,0) = /(0), (Q/)(0,1) = -1 +/(1), and (Qf){l,a) = /(1), 
a E A. Let t = 0. Then v*s(0) = — 1 and u*5(l) = 0. Cleaxly, the selector ф with 
ф(0) = 0 is not optimal but ТфУ*9 = v*9. In this example Q is decreasing and continuous 
and thus by Part 2 of Theorem 1.4.2 also Tv*9 = v*9.

The second question is whether there exists an optimal solution of Equation (1.10) 
at all. The following example shows that it is not necessarily the case [20]:

Example 1.5.4 Let X = N, A = {0,1} and let (Q/)(0, a) — /(0), a € A and for x > 0 
let (Qf){x,0) = — (x — l)/x + /(0) and (Qf){x, 1) = f{x + 1). Let £ = 0. It is easy to 
see, that v*9(x) — — 1 if x > 0 and u*ff(0) = 0. The only stationary policy that satisfies 
Equation (1.10) prescribes action 1 for each non-zero state. However, the evaluation of 
this policy gives zero everywhere. Here again Q is decreasing and continuous.

We summarize the results for contraction models, which will be considered in the 
second part, in the following Corollary:

Corollary 1.5.5 Assume that Q is a contraction. Then
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1. the FE holds;

2. vn — Нт^—юо vnt ,

3. v*n9 = v*nm = Tn£, n > 0;

I Tv*9 = v*9;

5. Greedy policies w.r.t. v*9 are optimal and optimal stationary policies are 
greedy w.r.t. v*9; and

6. If there exist an optimal policy then there exists one which is stationary.

Proof. 1 follows from Theorem 1.1.10, 2 from Corollary 1.1.12, 3 from Theo­
rem 1.3.3. We prove 4 in the following way: we know from Theorem 1.4.2/1 
that Voo < v*9 and since T is a contraction by the definition of we get that 
Vqo — Tvoo- It is sufficient to prove that v*9 < Tv*9 since then iterating this 
inequality will yield that v*9 < v^. Let 7rn be a sequence of 1/n-uniformly opti­
mal policies. Such policies exist by Theorem 1.2.3. Further, let pn be a selector 
such that Tßnvnn < Tv„n + 1/n. Then v*9 < v< (TvЖп) + l/гг., and taking 
the limit of both sides yields the desired inequality. 5 follows since if ф is greedy 
w.r.t. v*9 then TфV*9 = Tv*9 = v*9 and if ф is an optimal stationary policy then 
Tv*9 = v*9 = Уф = ТфУф = ТфУ*, showing the greediness of ф. Here we exploited 
that Vф is the fixed point of Тф which follows since уф = lim 
is a contraction. 6 follows similarly as Part 2 of Theorem 1.5.2.

T3I and since T<{>n—KX> Ф
□

Discussion1.6
We have defined the evaluation of arbitrary policies based on the notion of the 
cost propagation operator. The decision problems were investigated under the 
conditions that the cost propagation operator is increasing or decreasing. It was 
found that under the decreasing assumption, the upper semi-continuity of the 
cost propagation operator, Q, was sufficient for the value iteration algorithm 
to converge to the optimal cost-to-go function, but greedy policies w.r.t. to the 
optimal cost-to-go function are not necessarily optimal. On the other hand, under 
the increasing assumption it was much harder to ensure the convergence of value 
iteration to the optimal cost-to-go function: we had to assume that Q and T are 
lower semi-continuous, and that there exists a stationary policy which is greedy 
w.r.t. the optimal cost-to-go function. However, optimal stationary policies are 
much easier to find in this case: if Q is continuous then optimal stationary policies 
coincide with policies greedy w.r.t. the optimal cost-to-go function. Therefore 
increasing models are more worthy of study since greediness can be used as the 
starting point for finding optimal policies. Further properties of these models are 
considered in the next chapter. One of the reasons for the difference between the

'v
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increasing and decreasing models is that the corresponding natural concepts of 
semi-continuity (lower- and upper-semi-continuity in the case of increasing and 
decreasing models, respectively) carry over differently to the optimal evaluation 
operator T: in the case of increasing models there is no transfer while in the case 
of decreasing models there is. For completeness the basic results for contraction 
models were also derived. The main results of this chapter are published in [72] 

To the author’s best knowledge there has been no work in ADPs concerning 
general policies. Some recent related work has been done by Waldmann [83] 
who developed a highly general model of dynamic-programming problems, with 
a focus on deriving approximation bounds. Heger [28, 29] extended many of 
the standard MDP results to cover the risk-sensitive model. Although his work 
derives many of the important theorems, it does not present these theorems in 
a generalized way which allow them to be applied to any other models. Verdu 
and Poor [81] introduced a class of abstract dynamic-programming models that 
is far more comprehensive than the model discussed here. Their goal, however, 
was different from ours: they wanted to show that the celebrated “Principle of 
Optimality” discovered by Bellman relies on the fact that the order of selection 
of optimal actions and the computation of cumulated costs can be exchanged as 
desired: in addition to permitting non-additive operators and cost-to-go functions 
with values from any set (not just the real numbers), they showed how, in the 
context of finite-horizon models, a weaker “commutativity” condition is sufficient 
for the principle of optimality to hold. For infinite models they derived only basic 
results, concerning Markovian policies.1

1Here is an example of their statements translated into our framework: They first show that 
from their commutativity condition it follows that Tnt = v*m, where v*m is the n-step optimal 
cost-to-go function for Markovian policies, L is the terminal cost function. Now the statement 
which concerns infinite horizons goes like this: if v*m converges to v 
then TnI converges to v*m. The problem is that in practice it is usually clear that u*m 
but it is much harder to show that v*m converges to v*m (cf. Theorems 1.3.3 and 1.4.2).

(Condition 3 in [81]) 
= TnI,



Chapter 2

Increasing Models

Throughout this chapter we will assume that Q is monotone (M), increasing (I) 
and lower semi-continuous (LSC). This is the minimal set of conditions under 
which increasing models are worthy of study: without monotonicity the principle 
of optimality may be violated [64, 48] and without lower semi-continuity even the 
evaluation of stationary policies may behave strangely.

After reviewing the basic definitions of ADPs in the next section, a classi­
fication of increasing ADPs (shown in Figure 2) is given in Section 2.2. Using 
the classification, the existence of optimal stationary policies can be reduced to 
more basic problems, such as when the fixed point equation TvQ0 — Voo and the 
existence of greedy policies w.r.t. (i.e., Tv^, ф 0) hold. Since previous au­
thors assumed stronger conditions than our minimal set most of our results can 
be considered as being new. In particular, we can show that Howard’s policy 
improvement routine is valid (Lemma 2.2.11), but may sometimes stop in local 
optima (Example 2.3.3).

The special properties of policy iteration and value iteration algorithms for 
finite models are given in Section 2.3. It is shown that policy iteration stops after 
a finite number of steps (Theorem 2.3.2), but an example is also presented which 
illustrates that it does not indispensably give the optimal policy (Example 2.3.3). 
It is proved that value iteration may be stopped after a finite number of steps; the 
greedy policy w.r.t. the most recent estimate of the optimal cost-to-go function 
will be optimal if the number of steps is large enough (Theorem 2.3.4).

Several connections are given to the work of other authors, and also connec­
tions to different models. We close this chapter with some concluding remarks.

Notation and Assumptions
As mentioned above, throughout this chapter we make the following assumptions: 

Assumption 2.1.1 (M) Monotonicity: if u,v e 7Z(X) and и < v then Qu <

2.1

Qv.

27
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Assumption 2.1.2 (I) Uniform Increase: (Q£)(-,a) > i for all a G A.

Assumption 2.1.3 (LSC) Lower semi-continuity: if vn G IZ(X) is such that 
lim^oo vn exists and vn < lim

The monotonicity assumption implies the monotonicity of Tn and T, where 7r G 
Ax if the Q operator is monotone. Further, from the definition of T we have 
that T < Tn for each selector n. Note that if Q is LSC then Tn is LSC for each 
selector n, but as it was already noted and shown in as Example 0.1.14, T is not 
necessarily LSC even if Q. This causes most of the difficulties with increasing 
models.

Qvn = Q(lim vn).vn then limП—¥0О 71—>00 П-АОО

Relations in Increasing Models2.2

The aim of this section is to prove the relations of Figure 2. The following lemma 
will be frequently used:

Lemma 2.2.1 Assume that S : 'IZ(X) -* 1Z(X) is monotone. Let V G IZ(X), 
I < V. If SV < V then lim sup 
SV < V then lim sup

Proof. This involves a simple induction on n.

Note that if S is increasing (St > l) then lim sup 
as well.

SnI < SV, so lim sup SnI < V and ifn—ЮО 71-AOO

Sn£ < Vn—too

□
Sn£ - lim Sn£ holds,n—KX>П—УОО

Theorem 2.2.2 (PI) Assume M, I, LSC and let v^ — lim

Woo < Tvoo < Tv*s < v*s

Tn£. ThenTl—EOO

and so if Voo = v*s then

(2.1)»oo = 74O = Tv” = v”

Proof. In order to prove this we need two lemmas which we state and prove now.

Lemma 2.2.3 Assume M,I. Then is well defined and satisfies the following 
properties:

a) £ < Voo < Tv

b) if £ < v and Tv <v then Voo < v.

Proof. Since vn — Tn£ is non-decreasing by assumptions M and I, Uqq must be 
well defined. Since vn < Voo for all n and T is increasing then vn+i = Tvn < Tvoo- 
Letting n —У oo yields a). Part b) follows from Lemma 2.2.1 with S = T and 
V = v.

OO;

□
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Lemma 2.2.4 Assume M,I,LSC and let /r be an arbitrary selector. Then

a) vß = Tßvß, Tvß < Vf, and Tv*s < v*s;

b) for every и E B(X) for which I < и < vß, lim^oo T]fu = vß.

Proof. First we prove that if Q is M and I then (1) I < vß, (2) if v > I then from 
Tßv < v it follows that vß < Tßv < v, and (3) vß < Tßvß.

Indeed, (1) follows from M, (2) follows from Lemma 2.2.1 which can be applied 
due to (1) with the cast S = Tß and V = v. (3) follows from (2) by choosing v = 
vß. Now assume that Q is also LSC. Note that as a consequence Tß is also LSC. 
By (3) in order to have Tßvß = vß it is sufficient to prove that Tßvß < vß. Since 
Tfl У vß by LSC of Tß we have that vß = Ит^«*, Tjf+1I = Tß(\imn^ooTß£) = 

Tßvß. Further, since T <Tß then Tvß < Tßvß = vß. Finally let /г be an arbitrary 
selector. Then Tv*s < Tßv*s < Tßvß — vß. Taking the infimum of both sides 
w.r.t. fi we get that Tv*s < v*s which proves Part a).

Now, let us prove Part b). Since Tß is increasing and monotone

< t;u < T;Vß
holds for every natural number n. On the other hand from Part a) we have

Tfl = vß. Thus, it must= vß, and finally, by Corollary 1.1.13, lim 
TJfu = v

Tnv
follow that lim

71—»OO

□71-700

Continuing the proof of the theorem, we note that the inequality Tv*s < v*s 
follows from Lemma 2.2.3, Part a) < Tv^ and Lemma 2.2.4, Part a). So it 
remains to be proved that Voo < v*s so that Tvoo < Tv*s holds because of M. 
However, this follows immediately from Lemma 2.2.3, Part b) applied for v = v*s.
□
Note that the corollary (2.1) of v*s — Voo is slightly stronger than what was 
proved in Theorem 1.4.2, Part 3 where the existence of a greedy (stationary) 
policy w.r.t. Voo was also needed. The following example, analogous to that of 
[20], shows that the converse of this does not hold, i.e., Voo < v*s may hold even 
when Voo = Tvoo and Tv*s = v*s both hold.

Example 2.2.5 In this example Q is monotone, increasing, Lipschitzian1 (and thus 
continuous) and T is also Lipschitzian.
The following relations hold: Tv00 = Vqo = v*9 = v*m, but Tv*s = v*s > Voo• Lvoo = 0, 
IVs = 0, Us{v*9 + e) = 0 if 0 < e < 1, but Пт(и*9 + e) ф 0.
The model is as follows: X = {0}, A = Z+. (Q/)(0, a) = 1/2“ + (1 - l/2“)/(0), t = 0. 
It is straightforward to see that

(т/)(o) = {{(0)’ if/(°)<:L;
otherwise,

1Let В1 and B2 be normed vector spaces. Operator S : B\ —> B2 is called Lipschitzian with 
index 0 < a if \\Sf — Sg|| < a||/ — g|| holds for all f,g G Bi.
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so T is Lipschitz, too.
It is readily seen that u*s(0) = 1 (by consideration of the fixed point equation Tnvn = 
vn). However, if тгт = (nmo,nml,..., nmt,...) with vrmi(0) = m + t then n^m(0)

1 — ~ l/2m+í) « 1 — exp(—l/2m) which goes to zero, as m tends to infinity,
showing that v*9(0) = 0.

Now we will show that the crucial point of this example was that Гг>оо = 0. 
First we need some more definitions:

Definition 2.2.6 Let Пд(и) (A G {a,m,s}) denote the policies with infinite 
horizon evaluation exactly equal to v:

пд(ъ0 = {7Г G Пд \vn = u}.

(The policy sets, Пд, are introduced in Definition 0.1.10.)

Recall that Пд(г) denotes the set of policies with infinite horizon evaluation not 
greater than v. Of course, Пд(и) С Пд(г)) and Пд(п*л) = Пд(и*л).

Theorem 2.2.7 Assume M,I,LSC. Then 

P2 IfTvoo = Voo and Г^оо Ф 0 then Voo = v*s.

P5 If Tv*s = v*s then Us(v*s) = Tv*s.

P4 Assume that IVs П IIs(u*s) ф 0. Then Tv*s = v*s. In particular, ifTv*s = 
ns(i;*s) ф 0 then Tv*s = v*s.

Proof. We need the following lemma:

Lemma 2.2.8 Assume M, I, LSC. Then

a) If Гп ф 0 and I < v and Tv < v then v*s < v.

b) If I < v < v*s and Tv — v then П*(и) = Ги.

c) If Tv П П*(и) ф 0 then Tv = v.

Proof. Part a) is another application of Lemma 2.2.1. Let p G Гг>, S = Tß, V = v. 
Since Tßv = Tv &: Tv < v it follows that Tßv < v so the lemma assumptions are 
satisfied. The lemma and Lemma 2.2.4 Part a) yield that vß = lim 
and consequently that v*s < v holds as well. This proves Part a).

Now let us prove Part b). First of all we shall prove that П*(и) С Гг>. Let 
7Г G П*(и); then Tnv — Tnv^ = иж — v = Tv and thus 7Г G Tv. Now assume that 
7Г G Ги. Then Tnv = Tv = v. Consequently = v for all n = 1,2,... and by 
Part b) of Lemma 2.2.4 we get that иж = v.

Part c) follows easily since if 7r G ГиПП*(г;) then v = иж = Тжиж = Tnv = Tv.

ТУ < vn—>oo

□
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Now, let us prove (P2). Part a) of the lemma with the choice v = Uqo yields 
the inequality v*s < v^. Since we know from Theorem 2.2.2 that < v*s, it 
follows that v*s — Uoo-

(P5) follows by Part b) of the lemma with the choice v = v*s since we know 
that £ < v*9 < v*m < v*s, while (P4) is obtained by Lemma 2.2.8, Part c) with 
v = v*s. □

Corollary 2.2.9 IfTv00 = Uoo and ф 0 then v^ = v*9 = = v*s.

Theorem 2.2.10 (P6) Assume M,I, LSC and that Fv*s ф $ holds. Then the 
set of best stationary policies and greedy policies w.r.t. v*s, coincide, i.e.,

n.(0 = rv'.
Proof. Firstly, we prove that greedy policies w.r.t. the optimal evaluation of 
stationary policies are optimal, i.e.,

Fv*s C IIs(v*s)-

For this let 7Г G Fv*s. We need to show that vж < v*s. Since Tnv*s = Tv*s 
and according to Theorem 2.2.2 Tv*s < v*s, it follows that Tnv*s < v*s. Now, 
applying Lemma 2.2.1 with S — Тж, V — v*s yields vn < v*s where we exploited 
the result of Lemma 2.2.4 Part b), namely that T£v*s —> vn.

It remains to prove that LIs(u*s) С Tu*s. Let 7r denote an arbitrary best, 
stationary policy: vn — v*s. Now we would like prove that Tv^ = vn. Firstly, 
we know that Tvn < vn. Next, assume that Tvn < vn and let ff G = Tv*s. 
The next lemma, called the Generalized Howard’s Policy Improvement Lemma, 
shows that v%{xq) < vn(xo) which contradicts the optimality of vn. So we must 
have that Tvn = vn = Tnv„ and n G Гг^ = Tv*s thus finishing the proof. □

Lemma 2.2.11 (Generalized Howard’s Policy Improvement) Assume M,I, 
LSC and let n be an arbitrary selector and ff and ff G Гг^. Then < Tvn < vn 
and if TvJr < иж then v% < vn.

The same conclusions hold when Q is monotone and is a contraction.

Proof. Since T <Tn, due to Lemma 2.2.4 Part a) we have T^vn = Tvn < Tnvn = 
vn. Now, Lemma 2.2.1 with S = 7V and V = vw yields v* < T^vn = Tvn. The 
second part follows analogously. The proof is identical for monotone, contraction 
models, by noting that Twvn = vж follows by Corollary 1.5.5.

An interesting open question is whether from ПДи*5) Ф 0 it follows that 
Fls(v*s) = Fv*s. Unfortunately, we could not prove or disprove this.

□
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Computational Procedures2.3

If A is finite then Гр ф 0, for all v € IZ(X). As a consequence we obtain the 
following corollary:

Corollary 2.3.1 Assume M,I,LSC. Then if A is finite then all the assertions 
in Figure 2 are valid. Moreover, Poo = v*9 — v*m = v*s.

Proof. It is clear that Гг^ Ф 0. Since T is LSC then Tv ж = г>оо also, and hence 
all the assertions of Figure 2 are valid.

In essence, there are two computational approaches that can be utilized to find 
an optimal policy:2 policy iteration and value iteration (or successive approxi­
mation). First we will consider policy iteration (PI). For mdps Puterman proved 
the analogue of the second part of the next theorem [50].

□

Theorem 2.3.2 (Policy Iteration) Assume M,I, LSC and that both the ac­
tion space A and the state space X are finite. Let щ be an arbitrary policy and 
let us consider the sequence of policies {7Г4} defined by 7Ti+i € Tv^. Then after 
a finite number of steps, say t, the fixed point equation v 
the fixed point equation vnr = Tvnr is satisfied. Further, vnt < Tlv 
converges at least as fast as value iteration when value iteration is started with 

Vo = Vno.

— vnt (t > t) and 
i.e., PI

1

7Г0;

< vnt for all t > 0. Since thereProof. By Lemma 2.2.11 we have that v 
are only a finite number of policies there exists a time т such that if t > r then 
V„t = ищ+1. However, this means that Tv^r = vVt, otherwise by Lemma 2.2.11 
we would have that v

Kt+l

< Vnr.

The proof of the bound vnt < ТгиПо comes from a simple induction on t: 
Easily the statement holds for t = 0. Let us assume that it has been proved for 
t: vWt < TSjro- Due to M, Tvnt < Tt+1vno. By Lemma 2.2.11 v 
combination of the last two inequalities yields v

nv+l

< Tvnt. The 
< Tt+1vno which completes

7Tt + l
nt+1

□the induction.

The following example shows that, in arbitrary increasing models, continuity 
assumptions alone are insufficient to guarantee the convergence of policy iteration 
to optimality.

2In specific problems other procedures may be used, as well. For example, according to 
Lemma 2.2.4 Part a) and Lemma 2.2.3, Part b) the non-linear variational equation Tv < v, 
||u|| -4 min with t < v can be used to find v*s if v*s = v^. Here || • || is an arbitrary norm. 
This variational equation reduces to linear programming for standard MDPs and the L1 norm, 
but in the general case this variational equation may be hard to solve. Another recent efficient 
method which is available only for deterministic MDPs is based on an observation that such 
MDPs have a closed semiring formulation [43].
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Example 2.3.3 In this example Q is monotone, increasing, continuous and T is 
tinuous. The model is finite. We will show that policy iteration cannot find the optimal 
policy.
The model is as follows: A — {0}, A = {0,1}. (Q/)(0,0) = l + (l/2)/(0), (Q/)(0,1) = 
1/4 + 24G(o)-i).
Now, let 7Г be the policy with 7r(0) = 0. Then from vn = Twvn we have that u^-(O) = 2. 
(0Птг)(0, l) = l/4 + 4>2 = (Qvn)( 0,0) thus the PI routine returns n.
On the other hand, the optimal stationary policy is given by 7r*(0) = 1 since from the 
fixed point equation = vn* we have that v^- (0) = 1/2.

Policy iteration always stabilizes after a finite number of steps. Value itera­
tion, on the other hand, generates an infinite sequence of functions vn = Tnv0. 
Since greedy policies w.r.t. v*s are optimal, considering vn as an approximation 
of v*s, it is natural to ask whether greedy policies w.r.t. vn are optimal for large 
enough n. This question has been answered when T is a contraction in [44]. If 
T is not a contraction then vn is not guaranteed to converge at all for general v0. 
In this case it is convenient to take v0 = t. The following theorem shows that 
vn = Tn£ has the desired “absorbtion” property.

con-

Theorem 2.3.4 (Absorbtion in Value Iteration) Assume M, I, LSC and 
that vn converges to v*s, where vn+i = Tvn, Qvn converges to Qv*s and both A 
and X are finite. Then for sufficiently large n we have Гпп C IIs(u*s).

Proof. Note that since A is finite IIs(u*s) = Ги*5. So it is sufficient to prove that 
rvnC Tv*s for large enough n.

Let x G X be an arbitrary state and a G A be an arbitrary action. Let 
Г(x,a) : B{X) —> 2ax be defined by

г(*,«)/ = { 7Г G Г/ I тг(х) = a},

that is Г(x,a) f is the set of greedy policies that choose an action a in state x.
Pick up a state x. Since A is finite, Tvn Ф 0 for all n. So for all n there exists 

an action a 6 A for which T^^Vn Ф 0. Again, since A is finite there must be at 
least one action a for which Г(Ж:а)и„ ф 0 infinitely many times. Let Ax be the set 
of such actions. We claim that

Go = fW UaeAc r(;r,a)U*s С Ги**,

and for large enough n: Tvn C Go- First of all, let us prove (2.2). Let n be 
an element of Go: n(x) G Ax for each x G X. Let ni(x),n2(x),... ,nk(x),... 
denote the sequence of indices for which r(il7r(i))Unfc(x) ф 0. Then it follows that 
vnk(x)ffi) = (Qvnk(x)-i)(x,n(x)) = (7Vtinjk(*)_i)(x), where x e X is arbitrary. 
Taking the limit к —> oo we get v*s = Tnv*s. Since by Corollary 2.3.1 v*s = Tv*s, 
hence Tnv*s = Tv*s, i.e., т G Tu*s proving (2.2).

(2,2)
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It remains to be proved that Tvn C Go if n is large enough. Let x G X be an 
arbitrary state. Since A is finite there must be a time nx < oo after which for an 
arbitrary policy with n G Грп, тс(х) G Ax. That is

TUn C Uag^ (Г(x,a)^n)

holds when n > nx. Let N = maxie^ nx. Since X is finite N < oo and \ín> N 
and 7Г G Гг>п then n(x) G Ax for all x G X, i.e. 7Г G Go-

Note that since A is finite, and if v0 — Z, Q is increasing, monotone and LSC, 
and T is also LSC then vn = Tnt converges to v*s and Qvn converges to Qv*s as 
well and Theorem 2.3.4 applies.

□

2.4 Discussion
The aim of this chapter was to give a detailed description of the relations between 
the important sub-problems of ADPs (instead of resolving questions like the 
existence of optimal stationary policies). In order to answer concrete questions 
one needs to make further assumptions about Q. For example, if one is interested 
in the optimality equation Tv^ = Uqq then the LSC of T should be ensured. One 
way of achieving this is to assume that for all x G X Sx : IZ(X) [—oo, оо]л 
given by Sxv — (Qv)(x,-) is lower semi-continuous w.r.t. the supremum-norm. 
Also the moduli of continuity (ш) of Q could be used for this purpose. Similarly 
to the method employed in [12] one can show that if u>(0) —>■ 0 as á —> 0 then 
T is LSC. Further, if w(á) <5 for sufficiently small <5 then Tv*s — v*s holds as 
well. The existence of e-optimal policies can also be studied using the moduli of 
continuity of Q. Most of the results of this chapter are published in [72].

Bertsekas [6] and Bertsekas & Shreve [9] are the closest to the work in this 
chapter. Bertsekas assumed that Q is Lipschitz3, and if so then it is also con­
tinuous at each bounded function u. (However, as Example 0.1.14 shows, Q can 
be Lipschitz (even c-Lipschitz) without implying the same property for T.) Of 
course under the Lipschitz assumption much more can be proved: for example 
if Q is monotone, increasing, Lipschitz and lower-semi-continuous (this latter 
condition could be dropped if we knew there existed a policy with bounded eval­
uation) then Tv*m = v*m [6, Proposition 5], Tvoo — v<*, is equivalent to Voo = v *771

3Under the monotonicity of Q Condition 1.2 of [6] can be shown to be equivalent to \\Qv — 
Qu|| < a||u — t)||, where || • || denotes the supremum-norm and a > 0. Note that since we 
consider functions over the extended reals, Q can be Lipschitz without being continuous. The 
following Lipschitz-like condition (let us call it the “c-Lipschitz property”) implies continuity: 
if и is in the r (r > 0) neighbourhood of v then also Qu is in the ar neighbourhood of Qv, 
where the r neighbourhood of a function V € TZ(X) consisting of the functions U £ R(X) for 
which IU(x) — F(x)| < r if |P(a:)| < oo and U(x) < — 1/r, if V(x) = —oo and U(x) > 1/r if 
V(x) = oo, x £ X.
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[6, Proposition 10] or ns(n*m) = Гп*т [6, Proposition 7]. Note that under these 
stronger conditions, Tv00 = Voo is still not equivalent to = v*s (or v*9 = v*s) as 
shown by Example 2.2.5. The optimality of stationary policies requires stronger 
conditions such as a contraction assumption (Assumption C of [6]) or existence­
like conditions, such as Гпоо Ф 0- In Proposition 11 Bertsekas derived a necessary 
and sufficient condition (based on the epigraph of Q) for Uqo ~Tv00 and Tv^ Ф 0 
whose importance is clear from Figure 2.

Another question not fully explored is whether Tv Ф 0 for general v. Here, 
compactness arguments can be put forward. If (Qv)(x, •) is continuous for all 
v G H(X) and A is a complete metric space then one can show with Baire’s 
theorem that Гп ф 0.

Increasing models are just one of the usual three models investigated in the 
abstract setting. The other two assumptions are that Q is uniformly decreasing on 
I: a) < £ for all a G A and that Q is a contraction for some norm || • ||. The
contraction assumption was first considered by Denardo [18] and later revisited 
by Bertsekas [6] and Bertsekas and Shreve [9]. Contraction models are very well 
understood, and in [9] it was shown that it is possible to get an approximately 
optimal policy by an approximate policy iteration routine. Decreasing models 
were first considered by Strauch [65] for MDPs and later by Bertsekas [6] and 
Bertsekas and Shreve [9]. Decreasing models are quite different from increasing 
ones. It is well known, for instance that policy improvement does not work in the 
decreasing case [65]. Finally we note that without too much effort the present 
framework could be extended to arbitrary cost (reward) spaces equipped with 
a partial ordering and thus we could generalize the results that hold for vector­
valued DPs [31] to abstract models with optimality criterions differing from the 
usual total expected discounted cost criterion.
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